Impact of the Application Activity on Intermittent Faults in Embedded Systems
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Abstract—Future embedded systems are going to be more
sensitive to hardware faults. In particular, intermittent faults
are going to appear faster in future technologies.
Understanding the occurrence of faults and their impact on
systems and applications can help to improve the faulttolerance of systems. However, there is no study on their effects
in more complex digital circuits. We propose an experimental
platform for accelerating and catching the occurrence of
intermittent faults in complex digital circuits. We
experimentally show that intermittent faults can appear during
the lifetime of the circuit, very early before the wear-out
period. We studied the impact of processor activity on
intermittent faults rate. We conclude that a continuous usage
of circuits causes the occurrence of intermittent faults earlier
than a low usage under identical operating conditions. We
show that applications do not have the same sensitivity to
intermittent faults.
Intermittent faults, aging, embedded processor cores, FPGA

I.

INTRODUCTION

The reliability of embedded systems is an important
issue, and continuous advances in integration technologies
have a negative impact on it. Devices are going to be more
sensitive to transient faults, likewise intermittent and
permanent faults are going to appear earlier in future
technologies. Understanding the occurrence of faults and
their impact on systems and applications can help to improve
the fault-tolerance level of systems.
Transient and permanent faults have been studied for
long time and past studies proposed a variety of solutions to
tolerate them. Alternatively, intermittent faults arbitrarily
occur over time several times and moreover, they can appear
in bursts from few nano-seconds to several seconds [1].
Compared to aging related faults, they may appear earlier
and may be predominant in future systems, whereas there is
no published papers on present technologies and particularly
in embedded systems. Intermittent faults are mainly due to
process variations and aging [2][3] combined with dynamic
variations of supply voltage and junction temperature [4].
Process variations bring up both random and systematic
defects during the fabrication process. These defects have an
impact on the circuit behavior and can induce distortion of
the output signal for analog circuits and variable delays for
digital circuits. At transistor level, the process variations
have an impact on the threshold voltage VT, the body factor γ
and the current factor β [5]. There are two principal types of

Alain Giulieri
LEAT
Université de Nice-Sophia Antipolis, CNRS, 250, rue
Albert Einstein, 06560, Valbonne, France
e-mail: giulieri@polytech.unice.fr

process variations: Die-To-Die variations that induce
parameter deviations between the dies in a same wafer and
With-In-Die variations that induce parameter deviations
between the transistors of a same die. Relatively to With-InDie variations, it results in different working frequencies for
different parts of a same chip [6]-[8].
Moreover, the degradation mechanisms such as
Electromigration
(EM),
Time-Dependent
Dielectric
Breakdown (TDDB), Negative Bias Temperature Instability
(NBTI), Hot Carrier Injection (HCI) and Stress Migration
(SM) will decrease timing margins over time and thus cause
timing problems [5][9][10]. Under nominal operating
conditions, HCI and EM are activated by a dynamic stress
i.e. when transistors switch, while NBTI and TDDB are
activated by a constant stress (no transistor switching). All of
these physical phenomena are closely related to junction
temperature. A high temperature level accelerates the
activation of NBTI, EM, SM, TDDB, while HCI is activated
by a low temperature level. An increase of temperature level
will accelerate circuit aging, will decrease timing margins
and then will promote the occurrence of intermittent faults
[4]. In our case study, we apply a high operating temperature
level to accelerate the activation of these aging phenomena.
As a consequence, it is not trivial to say which activity
profile (i.e. dynamic or constant switching stress) and
operating conditions will accelerate which failure
mechanism and hence will lead to the first circuit failure and
highest failure rate.
After analyzing the State-of-the-Art, we can say that the
intermittent fault problem was mainly discussed based on
knowledge of physics and results obtained from accelerated
stress tests on devices (single transistor), but there is no
published study that discuss on their effects on more
complex digital circuits (processor core, memories,
peripherals). One approach would be to build a macro-level
failure model of the entire circuit by combining the different
models existing at device or library level (bottom-up
modeling approach), as done in [9] [22]. One would perform
simulations at different corners and would conclude with
statistical results. Alternatively, several campaigns of
accelerated stress test would be applied to a set of identical
circuit dies issued from different lots/wafers (empirical
approach). Both approaches still remain a big challenge.
As a starting point, this paper makes the following
contributions:

A generic experimental platform to accelerate
the occurrence of intermittent faults and catch
the resulting errors in complex digital circuits
(here, IBM PowerPC440 processor, bus and
peripherals). The die is encapsulated in a
standard packaging with no heat sink and no
fan.
• For a chosen technology and circuit design
(Xilinx Virtex5FX in 65nm with a hard PPC440
core), we show experimentally that errors can
appear frequently (bursts) during the lifetime
period of the circuit and very early before the
fatal failure (loss of functionality).
• We show that a high usage (relatively to
embedded applications) causes the occurrence
of errors earlier than a low usage of the circuit
under identical operating conditions. Moreover,
the former situation causes a higher number of
errors than the latter one.
Section 2 describes the major aging failures that affect
the processor lifetime and their activation condition. This
section allows understanding why it is not trivial to compare
the lifetime of two systems, even if their respective activities
are very different. Sections 3 and 4 present the experimental
platform and the experiment. Section 5 discusses on the
results and section 6 concludes the paper.
•

II.

AGING INDUCED FAILURE MECHANISMS

Failures in chips are mainly related to assembly,
mounting, handling and wafer processes [10]. In this paper,
we only focus on failure related to wafer process. After
analyzing the State-of-the-Art [5], [9]-[14], [17] and [18], we
can say that the five following aging-induced failure
mechanisms become a major issue for processor lifetime in
current and future technology nodes: Time-Dependent
Dielectric Breakdown (TDDB), Negative Bias Temperature
Instability (NBTI), Hot Carrier Injection (HCI),
Electromigration (EM) and Stress Migration (SM).
The use of thin gate oxides in deep submicron
technologies combined with the non-ideal scaling of voltage
supply increases electrical field stress and thus, accelerates
the activation of NBTI, HCI and TDDB failure mechanisms
[9]. In contrast to previous failure mechanisms that occur in
the transistor, EM and SM failure mechanisms occur in vias,
contacts and along long metal wires. Advances in circuit
speed, device miniaturization and density increase the
current density and thus accelerate failure activation.
Transistor switching activates EM, SM and HCI, while
transistor idle states activate TDDB and NBTI. EM depends
on the current density which reaches the maximum value
when the transistor is switching. A current pulse induces a
temperature pulse and leads to the dilatation of wires. Then,
the thermo-mechanical stress experienced by the wires
activates SM. HCI is a complex phenomenon that occurs
when a current flows in the canal. Leakage current in the
dielectric of the gate causes TDDB. The electric field
intensity in the dielectric gate influences NBTI.

An important remark concerns the exponential
dependence of most failure mechanisms to the junction
temperature (Arrhenius model). Except HCI, the activation
of other mechanisms is accelerated when the temperature
increases. A high temperature level stress of the chip above
the limit will accelerate the activation of NBTI, TDDB, EM
and SM. The platform we propose applies an over
temperature stress to the chip under test in order to accelerate
the experiment.
To eliminate the weak circuits that do not verify the
expected reliability requirements before being shipped to the
user, Accelerated Life Tests (ALT), also known as IC burnin, [19] are applied along the manufacturing process, from
wafer-level process to packaging-level process. The
technique consists in stressing the circuit at its limits in order
to extimate the Failure In Time (FIT) of the circuit (number
of errors per billion of hours). FIT values are generally
computed with the aid of complex statistical formulas [10].
In that way, the experiment necessarily targets a large set of
the same circuit.
Relatively to the behavior of the different failure
mechanisms mentioned above, it is not easy to determine if a
complex system like a processor will age faster if the
processor is running an application or doing nothing (idle
state). The experimental platform will try to provide an
answer to this question.
III.

PRESENTATION OF THE EXPERIMENTAL PLATFORM

The purpose of our platform is to accelerate the
occurrence of faults caused by aging phenomenon and to
catch the resulting errors in a circuit under test. By this
mean, we attempt to say if intermittent faults exist and if yes,
understand their behavior. This is done by stressing the
processor with a high temperature and by applying a set of
stimuli on the different entries of the processor under test.
Given a technology node, an external environment, an
instruction set architecture and a design, one issue is to
compare the impact of two activity levels on the intermittent
error rate in a processor. More precisely, this platform will
determine how the intermittent errors are affected by the
processor state: active or idle. During an active state, the
processor is powered and executes different instructions.
During an idle state, the processor is powered but only
executes a NOP instruction.
Our platform is divided into three main elements: the
Circuits Under Test (CUT), the External Stress Manager
(ESM) and the Internal Stress Manager (ISM). The CUT can
represent one or several systems consisting in a processor, a
memory and communication peripherals. The ESM controls
the circuit temperature and the power supply. Finally, the
ISM loads the benchmark sets in the processor memories and
gathers the responses (and so the errors). Fig. 1.a illustrates a
typical composition of the platform with more than one
CUT.
A. Circuit Under Test (CUT)
The Circuit under Test is a Virtex5-FX FPGA that
contains an IBM PowerPC 440 processor, implemented in

hardware. The circuit under test is mounted into a board, as
illustrated in Fig. 1.b. The board is an Avnet AESV5FXT
board [20]. In our experiment, the platform is composed of
six boards.

(a)

(b)
Figure 1. (a) Platform functional diagram and (b) Platform schematic.

Circuit I/O pads are connected to the following elements:
a clock generator, a power supply, a JTAG port (IEEE1149.1
standard), a peripheral transceiver and connectors. The
JTAG port allows the connection between the host computer
and the processor core, and will be used to download
programs into the system. The CUT offers to the processor a
communication structure based on a R/W memory, a
communication bus and a peripheral. The memory stores
both program (sequence of instructions) and data. The
peripheral enables communications of data from the platform
to the external host computer.
B. External Stress Management (ESM)
Aging analysis can be done through over temperature
stress and/or over power supply stress. Both temperature and
power supply are controlled by the host computer through a
specific bus. ESM controls the start of the experiment; sets
the temperature and voltage values from a stress protocol
file; records measurements; and checks continuously the

electrical values according to the safety limits. The recorded
values are the instantaneous circuit voltages, currents and
junction temperature. A temperature sensor is connected to
the bottom side of the board under the circuit. If the circuit
temperature or current grows above a predefined threshold,
the experiment automatically stops and requests
maintenance. The program used to control the ESM is
implemented with the commercial tool LabView.
A stress protocol file describes the temperature and the
voltage values over the time. Relatively to temperature, the
protocol lists the temperature value and pitch at each period.
To increase the junction temperature of a circuit, the
circuit is generally put in an oven. The temperature stress
affects the entire board - including solders and connectors which can disturb the process. To prevent such situation, a
flexible heater [21] is mounted to the top side of the CUT
packaging. An acrylic pressure sensitive adhesive that can
support high temperatures links the heater to the packaging.
To reach high junction temperatures (200 °C) and prevent
the variations of the ambient temperature, the CUT is put in
an oven in which the ambient temperature is roughly
constant and equal to 50 °C. note that the thermal resistance
of recent devices becomes very low due to the use of
efficient thermal sink and spreader. Hence, the temperature
junction of the device is almost equal to the heater
temperature. A PID-based controller (Proportional Integral
Derivative) controls the heater temperature, as shown in
Fig. 1.b.
A programmable power generator controls the board
power supply. To allow a voltage stress, the power supply
generator must be connected directly to the CUT pad and
hence, it must bypass the voltage regulator on the board. In
our case (Avnet’s board), the voltage stress is not possible. A
current monitor is serially inserted between the power supply
and the board so that the instantaneous current variations of
the board can be monitored and recorded during the
experiment.
C. Internal Stress Management (ISM)
The ISM controls the stimuli applied to the CUT, and
especially in the processor core. One objective of our
experiment is to compare the impact of two activity levels on
intermittent error rate in a processor core. Fig. 2 shows two
different profiles of internal stress that imply two different
activity levels.

Figure 2. Internal stress examples. A and B blocks represent one
execution of two different applications. Errors are checked at the end of
each execution of each application.

We use a set of applications to create an activity in the
different parts of the processor, and to detect errors in these
parts. The activity level depends on the ratio between the
active state and the idle state. Fig. 2 shows two different
levels of internal stress that imply two different activity
levels.
The ISM runs on the host computer with the LabView
tool. It reads an internal stress protocol file that lists the
application collection to be run at different periods. At the
end of the execution of each application, it first gathers the
recorded data in the CUT memory through Ethernet
communication and next checks the presence of errors in the
data. The following steps show how the different
applications are loaded in the CUT and how results are
checked:
a) The first step consists in configuring the FPGA by
downloading the bitstream. This step is done only once at
the beginning of the experiment.
b) Then, the application binary is downloaded in the
external memory and the processor is started (JTAG
commands). This step is also done when the ISM changes
the application e.g. when changing from application (A) to
application (B) (Fig. 2).
c) The Ethernet communication between CUT and host
computer is checked (done for each CUT). If there is no
link, the processor of failed CUT is resetted and Step b) is
done again. If failed again, the processor is considered as
permanently defective.
d) The application starts when the processor receives
the “start” command from ISM. In that way, the ISM can
synchronize the different CUTs.
e) After one application iteration, the processor stores
the application results in the external memory and computes
a signature (~one byte).
f) The host computer sends a command to request the
results and signature. The processor sends them
consecutively three times to prevent communication errors.
g) The processor returns to the step d) and waits
(again) for the “start” command.
h) The ISM compares the collected data with golden
values. If a difference appears, the ISM logs the difference
for post-analysis. The comparison considers the data size
and content. If no result is received by the ISM, the
experiment automatically stops and ISM requests
maintenance.
IV. DESCRIPTION OF THE EXPERIMENT
The previous section describes the different components
of the platform. This section describes the different stress
protocols used to make our analysis.
In order to study the impact of different activities on the
error rate of a CUT, we choose to compare two sets of
applications and boards that induce two different activity
values. In each set, three CUTs run the same application at
each period. Among the three CUTs, one CUT will not be
under a temperature stress (witness board). In the first set,

the processors run an application during 100% of the time,
while the processors allocated to the second set remain in
idle state during 99.7% of the time. By comparing the
number of errors and the time instant when they occur, we
will be able to determine which activity level has the greater
impact on the processor reliability.
A. Stress protocols
As mentioned in section III, two different stresses are
considered: internal stress and external stress.
The internal stress protocol is composed of
7 applications: QuickSort is a part of MiBench collection
[23]. DCT, Quant and FIR are classical embedded
applications used in signal processing field. TestFunct,
TestFunct2 and TestFunct3 are Software-Based Self-test
(SBST) programs generated by ATPG [22]. Table I shows
the characteristics of each application. The 1st column shows
the average rate of load and store operations. The 2nd column
shows the average instruction rate. The last column is the
program duration.
TABLE I.

APPLICATIONS CHARACTERISTICS
#ls./s.

#ins./s.

Duration
(s)

Qsort

8,567,619.96

25,157,627.08

4.64

FIR

5,113,756.02

12,600,864.70

3.80

Quant

3,982,256.49

10,202,307.42

5.74

Testfunct2

1,323,048.81

6,084,324.06

0.76

Testfunct

925,207.17

3,544,534.22

1.09

DCT

27,544.99

180,340.58

0.99

110.17

9,531,901.79

33.92

Application

Testfunct3

The first set of CUTs (high internal stress) runs each
application continuously during 1 hour with no interruption.
The 7 applications are re-executed once again after 7 hours.
On the contrary, the second set of CUTs (low internal stress)
runs each application once time during the time frame of
1 hour. In the remaining time, it executes NOP operations
(Fig. 2).
External stress only involves the temperature control.
ESM applies an over stress on 4 CUTs (a first CUT pair is
under high internal stress and the second pair is under low
internal stress). The two other processors run at ambient
temperature. No error should be observed on these two
processors. They will allow to validate the results.
B. Observation Mechanism
In the platform, an error can occur at different stages of
the experiment. We enumerate four types of errors:
• Bitstream loading error: such error can occur during
when the configuration file (bitstream) is loaded into
the FPGA. In our case, this error only happened
when a CUT already failed.
• Program loading error: such error can occur during
when the program is loaded into the main memory of

the board. We only experienced this type of error
after the fatal failure of the board.
• Communication error: such error occurs when the
Labview’s program tries to g with the boards in
order to get the results. The communication is done
through an Ethernet port with the TCP/IP protocol.
This error can be caused by a fault in the processor
or DMA controller or Ethernet controller or memory
controller. We are not able to identify the root cause.
Such error can be caused by the occurrence of an
intermittent fault.
• Computation error: such error appears when a
permanent or an intermittent fault occurs during a
computation step in the processor. In this case, the
results will differ from the expected ones.
Computation error was the major category in our
experiments.
Our objective is to catch computation errors and avoid
other error sources. The following section only refrs to
computation errors.
V.

RESULTS

The experiment was performed in two phases. In a first
experiment phase, the CUT under temperature stress run
during six months at 145 °C. No errors were observed in the
6 different CUTs. Therefore, we can assume that any error
observed after this first phase is not due to the hardware or
software design. Since the chips were stressed, the CUTs
begin the second phase with a non-zero aging level. During
the second phase, the CUTs under stress temperature run
during 250 hours at 160°C. During this second period,
computation errors were observed, as follows (no errors in
the witness CUTs).
A. Emphasis on intermittent errors
Fig. 3.a shows the number of times an application fails
over the time for the two CUT under high internal stress.
Each point accounts for the total of fails observed in the time
frame of 7 hours. Firstly, these results show that intermittent
errors exist at system level and very early before the fatal
system failure. Actually, the system fails with some
applications while no failures were observed for others. The
system can continue after starting a new application. Thus,
we can develop methods to detect if a system is about to be
faulty and methods for system recovery. Secondly, the
number of intermittent errors seems to increase over the time
before the fatal failure. Well, the monitoring of the number
of intermittent errors can be used to predict the fatal failure
of the system.
Fig. 3.b shows the accumulation of errors observed on
one CUT under high internal stress with the program
TestFunct3. As a reminder, the program runs during 1 hour
every 7 hours; this program does not fail at each execution
time. It only fails 5 times among the 30 execution
occurrences.
Once an error appears, if no action is taken to stop the
program, the program can continue its execution but by
producing errors. Here, the error is corrected by stopping the
processor and next loading a new program. Therefore, this

result confirms that suspension techniques to recover from
intermittent errors, as proposed in [1], are good candidates.
B. Impact of internal stress on observed intermittent
errors
Here, we compare the number of observed errors in the
response between the two application sets. As a reminder, a
CUT under low internal stress runs an application once time
every 1 hour. In both application sets, we only account for
the errors observed during the first application occurrence.
Fig. 3.c shows the number of computation errors in the 4
CUTs (2 CUTs under high internal stress and 2 CUTs under
low internal stress). A total of 25 errors over the time is
reported for CUTs under high internal stress and only 2
errors for CUTs under low internal stress. The mean error
rate for CUTs under high internal stress is equal to 0.08
errors per hour while the mean is equal to 0.006 errors per
hour for others. CUTs under high internal stress are 12 times
more subject to intermittent errors than CUTs under low
internal stress.
C. Impact of intermittent errors on applications
Fig. 3.d shows the number of computation errors detected
in the various applications regarding the two CUTs under
high internal stress. We can see that the number of
intermittent errors is not evenly distributed among them. We
note that the applications with the highest number of errors
are those with the highest number of load/store operations
per second (Table I). The number of load/store operations
per second denotes the traffic between the processor and the
external memory. For this design, applications that cause a
high traffic with the memory are the most likely to fail.
VI.

CONCLUSION

Before the fatal failure of a system appears, the system
can experience intermittent errors. Our experiment shows
that intermittent errors can be observed at system level.
Moreover, we show that if no action is taken, the error still
occurs intermittently, but a simple re-start or shutdown of the
processor seems to be sufficient for recovery. Until now, no
published study has analyzed the effect of intermittent errors
on an embedded system in a current technology. In this
paper, we presented a generic experimental platform able to
stress an embedded system and generate intermittent faults.
Our platform can be adapted to any digital test vehicles
design, technology and chip assembly. For the same external
stress, several experiments can be conducted with different
conditions, such as the activity level. Therefore, it can help
us to determine which system parameters have the greatest
impact on the activation of intermittent faults.
In our case study, we show that a PPC440 (embedded in
a Xilinx FPGA) will fail intermittently more often over time
when it is continuously used than a PPC440 under low
usage. From that, we can tailor a detection technique for
intermittent and permanent errors relatively to this behavior.
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Figure 3. (a) Total number of program errors observed at 160°C. Each point represents the total number of errors during 7 hours.
(b) Number of errors for one board under high internal stress with the program TestFunct3.
(c) Number of errors detected during the first run of each application (every one hour) for boards under high and low internal stresses.
(d) Number of errors detected for each application for boards under high internal stress.

